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EXPERIMENT-1
Aim: To Study various methods for “TAPING INTO THE WIRE”.
1.0 Learning Objective
At the end of the session you will be able to




Become familiar with how and when to capture the data packet appropriately.
The aim is to help you develop and understanding of packet-sniffer placement.
You will come to know the different guidelines for Packet Sniffing in networking and internetworking environment.

1.1 Introduction to Tapping into the Wire.
A key decision for effective packet analysis is where to position a packet sniffer to appropriately
capture the data. This is most often referred to by packet analysts as sniffing the wire, tapping the
network, or tapping into the wire. Simply put, this is the process of placing a packet sniffer on a
network in the correct physical location.
Unfortunately, sniffing packets is not as simple as plugging a laptop into a network port and
capturing traffic. In fact, it is sometimes more difficult to place a packet sniffer on a network’s
cabling system than it is to actually analyze the packets.
The challenge with sniffer placement is that a large variety of networking hardware is used to
connect devices. Figure-1 illustrates a typical situation. Because the three main devices on a
modern network (hubs, switches, and routers) each handles traffic differently, you must be very
aware of the physical setup of the network
you are analyzing.
The goal of this manual is to help you
develop an understanding of packet-sniffer
placement in a variety of different network
topologies. But first, let’s look at how we’re
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actually able to see all the packets that cross the wire we’re tapping into.

1.1.1 Living Promiscuously
For the purposes of this manual, you must have a NIC and an operating system that support the
use of promiscuous mode. The only time you do not need to sniff in promiscuous mode is when
you want to see only the traffic sent directly to the MAC address of the interface from which you
are sniffing.
Before you can sniff packets on a network, you need a network interface card (NIC) that supports
a promiscuous mode driver. Promiscuous mode is what allows a NIC to view all packets crossing
the wire. We can ensure we capture all of the traffic by using the NIC’s promiscuous mode. When
operating in promiscuous mode, the NIC passes every packet it sees to the host’s processor,
regardless of addressing. Once the packet makes it to the CPU, it can then be grabbed by a packetsniffing application for analysis. Most modern NICs support promiscuous mode, and Wireshark
includes the libpcap/WinPcap driver, which allows it to switch your NIC directly into promiscuous
mode from the Wireshark GUI.
NOTE: Most operating systems (including Windows) will not let you use a NIC in promiscuous
mode unless you have elevated user privileges. If you cannot legally obtain these privileges on a
system, chances are that you should not be performing any type of packet sniffing on that particular
network.

1.1.2 Sniffing in a Switched Environment
Switches are the most common type of connection device used in modern network environments.
They provide an efficient way to transport data via broadcast, unicast, and multicast traffic. As a
bonus,
switches
allow
full-duplex
communication, meaning that machines can
send and receive data simultaneously.
Unfortunately for packet analysts, switches
add a whole new level of complexity. When
you connect a sniffer to a port on a switch, you
can see only broadcast traffic and the traffic
transmitted and received by your machine, as
shown in Figure-2.
There are four primary ways to capture traffic
from a target device on a switched network:
port mirroring, hubbing out, using a tap, and
ARP cache poisoning.

1.1.3 Port Mirroring
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Port mirroring, or port spanning, is perhaps the
easiest way to capture the traffic from a target
device on a switched network. In this type of setup,
you must have access to the command-line or webmanagement interface of the switch on which the
target computer is located. Also, the switch must
support port mirroring and have an empty port into
which you can plug your sniffer.
To enable port mirroring, you issue a command that
forces the switch to copy all traffic on one port to
another port. For instance, to capture the traffic from a device on port 3 of a switch, you could
simply plug your analyzer into port 4 and mirror port 3 to port 4, allowing you to see all traffic
transmitted and received by your target device. Figure-3 illustrates port mirroring.
The way that you set up port mirroring depends on the manufacturer of your switch. For most
switches, you’ll need to log in to a command line interface and enter the port mirroring command.
You’ll find a list of common port-mirroring commands in Table-1.
NOTE Some switches provide web-based GUIs that offer port mirroring as an option, but these
aren’t as common and aren’t standardized. However, if your switch provides an effective way to
configure port mirroring through a GUI, by all means use it.
Table-1: Commands Used to Enable Port Mirroring

When port mirroring, be aware of the throughput of the ports you are mirroring. Some switch
manufacturers allow you to mirror multiple ports to one individual port, which may be very useful
when analyzing the communication between two or more devices on a single switch. However,
let’s consider what will happen using some basic math. If you have a 24-port switch and you mirror
23 full-duplex 100Mbps ports to one port, you could potentially have 4,600Mbps flowing to that
port. This is well beyond the physical threshold of a single port, so it could cause packet loss or
network slowdowns if the traffic reached a certain level. In these situations, switches have been
known to completely drop excess packets or even “pause” their internal circuitry, preventing
communication altogether. Be sure that this type of situation doesn’t occur when you are trying to
perform your capture.

1.1.4 Hubbing Out
Another way to capture the traffic through a target device on a switched network is by hubbing
out. This is a technique by which you segment the target device and your analyzer system on the
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same network segment by plugging them directly into a hub. Many people think of hubbing out as
cheating, but it’s really a perfect solution in situations where you can’t perform port mirroring but
still have physical access to the switch the target device is plugged into. To hub out, all you need
is a hub and a few network cables. Once you have your hardware, connect it as follows:
1.
2.
3.
4.

Go to the switch the target device resides on and unplug the target from the network.
Plug the target’s network cable into your hub.
Plug in another cable that connects your analyzer to the hub.
Plug in a network cable from your hub to the network switch to connect the hub to the
network.

Now you have basically put the target device
and your analyzer in the same broadcast
domain, and all traffic from your target device
will be broadcast so that the analyzer can
capture those packets, as illustrated in Figure-4.
In most situations, hubbing out will reduce the
duplex of the target device from full to half.
While this method isn’t the cleanest way to tap
into the wire, it’s sometimes your only option
when a switch does not support port mirroring.
But keep in mind that your hub will also require a power connection, which can be difficult to find
in some instances.

1.1.5 Using a Tap
A network tap is a hardware device that you can place between two points on your cabling system
in order to capture the packets between those two points. As with hubbing out, you place a piece
of hardware on the network that allows you to capture the packets you need. The difference is that
rather than using a hub, you use a specialized piece of hardware designed
for network analysis.
There are two primary types of network taps: aggregated and nonaggregated. Both types of taps sit in between two devices in order to sniff
the communications. The primary difference between an aggregated tap
and a non-aggregated tap is that the non-aggregated tap has four ports, as
shown in Figure-5, and the aggregated tap only has three ports. Taps also
typically require a power connection, although some include batteries for brief stints of packet
sniffing without the need to plug into a power receptacle.

1.1.5.1 Aggregated Taps
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The aggregated tap is the simplest to use. It has only one physical monitor port for sniffing
bidirectional traffic. To capture all traffic to and from a single computer plugged into a switch
using an aggregated tap, follow these steps:
1. Unplug the computer from the switch.
2. Plug one end of a network cable into the computer,
and plug the other end into the tap’s “in” port.
3. Plug one end of another network cable into the tap’s
“out” port, and plug the other end into the network
switch.
4. Plug one end of a final cable into the tap’s “monitor”
port, and plug the other end into the computer that is
acting as your sniffer.

The aggregated tap should be connected as shown in Figure-6. At this point, your sniffer should
be capturing all traffic in and out of the computer you’ve plugged into the tap.

1.1.5.2 Non-aggregated Taps
The non-aggregated tap is slightly more complex than the aggregated type, but it allows a bit more
flexibility when capturing traffic. Instead of a single monitor port that can be used to listen to
bidirectional communication, the non-aggregated type has two monitor ports. One monitor port is
used for sniffing traffic in one direction (from the computer connected to the tap), and the other
monitor port is used for sniffing traffic in the other direction (to the computer connected to the
tap). To capture all traffic to and from a single computer plugged into a switch, follow these steps:
1. Unplug the computer from the switch.
2. Plug one end of a network cable into the computer,
and plug the other end into the tap’s “in” port.
3. Plug one end of another network cable into the tap’s
“out” port, and plug the other end into the network
switch.
4. Plug one end of a third network cable into the tap’s
“monitor A” port, and plug the other end into one
NIC on the computer that is acting as your sniffer.
5. Plug one end of a final cable into the tap’s “monitor
B” port, and plug the other end into a second NIC on the computer that is acting as your
sniffer. The non-aggregated tap should be connected as shown in Figure-7.

1.1.6 ARP Cache Poisoning
One of good techniques for tapping into the wire is ARP cache poisoning. ARP cache poisoning,
sometimes called ARP spoofing, is the process of sending ARP messages to an Ethernet switch or
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router with fake MAC (layer 2) addresses in order to intercept the traffic of another computer.
Figure-8 illustrates this setup.
ARP cache poisoning is an advanced form
of tapping into the wire on a switched
network. It is commonly used by attackers
to send falsely addressed packets to client
systems in order to intercept certain traffic
or cause denial-of-service (DoS) attacks on
a target. However, it can also be a
legitimate way to capture the packets of a
target machine on a switched network.

1.1.7 Sniffing in a Routed Environment
The only major consideration when dealing with routed environments is the importance of sniffer
placement when you are troubleshooting a problem that spans multiple network segments. As
you’ve learned, a device’s broadcast domain extends until it reaches a router, at which point the
traffic is handed off to the next upstream router. In situations where data must traverse multiple
routers, it is important to analyze the traffic on all sides of the router. For example, consider the
communications problem you might encounter in a network with several network segments
connected via a variety of routers. In this network, each segment communicates with an upstream
segment in order to store and retrieve data. Based on Figure-9, the problem we’re trying to solve
is that a downstream subnet, network D, cannot communicate with any devices on network A.
If you sniff the traffic of a device on network D that is having trouble communicating with devices
on other networks, you may clearly see data being transmitted to another segment, but you may
not see data coming back. If you rethink the positioning of your
sniffer and begin sniffing the traffic in the next upstream network
segment (network B), you will have a clearer picture of what is
happening. At this point, you may find that traffic is dropped or
routed incorrectly by the router of network B. Eventually, this
leads you to a router configuration problem that, when corrected,
solves your larger dilemma. Although this scenario is a bit broad,
the moral of the story is that when dealing with multiple routers
and network segments, you may need to move your sniffer around
a bit to get the entire picture.
This is a prime example of why it is often necessary to sniff the
traffic of multiple devices on multiple segments in order to
pinpoint a problem.
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1.1.8 Sniffer Placement in Practice
We have looked at four different ways to capture network traffic in a switched environment. We
can add one more if we consider simply installing a packet-sniffing application on a single device
from which we want to capture traffic (the direct install method). Given these five methods, it can
be a bit confusing to determine which one is the most appropriate. Table-2 provides some general
guidelines for each method.
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EXPERIMENT-2
Aim: To Study the steps for installing Wireshark, the packet-sniffing tool
for performing Network packet analysis.

2.0 Learning Objective
At the end of the session you will be able to





Use one of the best packet sniffing tool i.e. “Wireshark”.
Control upon ports, protocols and data packets.
Quick protocol identification.
Start capturing and analysing packets.

2.1 A Brief History of Wireshark
Wireshark has a very rich history. Gerald Combs, a computer science graduate of the University
of Missouri at Kansas City, originally developed it out of necessity. The first version of Combs’s
application, called Ethereal, was released in 1998 under the GNU Public License (GPL). Eight
years after releasing Ethereal, Combs left his job to pursue other career opportunities.
Unfortunately, his employer at that time had full rights to the Ethereal trademarks, and Combs was
unable to reach an agreement that would allow him to control the Ethereal “brand.” Instead, Combs
and the rest of the development team rebranded the project as Wireshark in mid-2006 thereafter it
continuing.

2.2 The Benefits of Wireshark
Wireshark offers several benefits that make it appealing for everyday use. It is aimed at both the
journeyman and the expert packet analyst, and offers a variety of features to entice each. Let’s
examine Wireshark according to the criteria defined for selecting a packet-sniffing tool.
Supported protocols: Wireshark excels in the number of protocols that it supports more than 850
as of this writing. These range from com-mon ones like IP and DHCP to more advanced
proprietary protocols like AppleTalk and Bit Torrent. And because Wireshark is developed under
an open source model, new protocol support is added with each update.
User-friendliness: The Wireshark interface is one of the easiest to understand of any packetsniffing application. It is GUI-based, with very clearly written context menus and a straightforward
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layout. It also provides several features designed to enhance usability, such as protocol-based color
coding and detailed graphical representations of raw data. Unlike some of the more complicated
command-line-driven alternatives, like tcpdump, the Wireshark GUI is great for those who are just
entering the world of packet analysis.
Cost: Since it is open source, Wireshark’s pricing can’t be beat: Wire-shark is released as free
software under the GPL. You can download and use Wireshark for any purpose, whether personal
or commercial.
Program support: A software package’s level of support can make or break it. When dealing
with freely distributed software such as Wireshark, there may not be any formal support, which is
why the open source com-munity often relies on its user base to provide support. Luckily for us,
the Wireshark community is one of the most active of any open source project.
Operating system support: Wireshark supports all major modern operating systems, including
Windows, Mac OS X, and Linux-based platforms. You can view a complete list of supported
operating systems on the Wire-shark home page.

2.3 Installing Wireshark
The Wireshark installation process is surprisingly simple. However, before you install Wireshark,
make sure that your system meets the following requirements:






More than 400 MHz processor or faster
More than 512 MB RAM
At least 75 MB of available storage space
NIC that supports promiscuous mode
WinPcap capture driver
The WinPcap capture driver is the Windows implementation of the pcap packet-capturing
application programming interface (API). Simply put, this driver interacts with your
operating system to capture raw packet data, apply filters, and switch the NIC in and out
of promiscuous mode.

Although you can download WinPcap separately (from http://www.winpcap.org/), it is typically
better to install WinPcap from the Wireshark installation package, because the included version of
WinPcap has been tested to work with Wireshark.

2.4 Installing on Microsoft Windows Systems
The first step when installing Wireshark under Windows is to obtain the latest installation build
from the official Wireshark web page, http://www.wireshark.org/. Navigate to the Downloads
section on the website and choose a mirror. Once you’ve downloaded the package, follow these
steps:
1. Double-click the .exe file to begin installation, and then click Next in the introductory
window.
2. Read the licensing agreement, and then click I Agree if you agree.
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3. Select the components of Wireshark you wish to install, as shown in Figure-1. For our
purposes, you can accept the defaults by clicking Next.
4. Click Next in the Additional Tasks window.
5. Select the location where you wish to install Wireshark, and then click Next.
6. When the dialog asks whether you want to install WinPcap, make sure the Install WinPcap
box is checked, as shown in Figure-2, and then click Install. The installation process should
begin.
7. About halfway through the Wireshark installation, the WinPcap installation should start.
When it does, click Next in the introductory window, read the licensing agreement, and
then click I Agree.
8. WinPcap should install on your computer. After this installation is complete, click Finish.
9. Wireshark should complete its installation. When it’s finished, click Next.
10. In the installation confirmation window, click Finish.
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2.5 Wireshark Fundamentals
Once you’ve successfully installed Wireshark on your system, you can begin to familiarize
yourself with it. Now you finally get to open your fully functioning packet sniffer and see . . .
absolutely nothing!
Okay, so Wireshark isn’t very interesting when you first open it. In order for things to really get
exciting, you need to get some data.

2.6 Your First Packet Capture
To get packet data into Wireshark, you’ll perform your first packet capture. You may be thinking,
“How am I going to capture packets when nothing is wrong on the network?”
First, there is always something wrong on the network. If you don’t believe me, then go ahead and
send an email to all of your network users and let them know that everything is working perfectly.
Secondly, there doesn’t need to be something wrong in order for you to perform packet analysis.
In fact, most packet analysts spend more time analyzing problem free traffic than traffic that they
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are troubleshooting. You need a baseline to compare to in order to be able to effectively
troubleshoot network traffic. For example, if you ever hope to solve a problem with DHCP by
analyzing its traffic, you must understand what the flow of working DHCP traffic looks like.
More broadly, in order to find anomalies in daily network activity, you must know what normal
daily network activity looks like. When your network is running smoothly, you can set your
baseline so that you’ll know what its traffic looks like in a normal state.
So, let’s capture some packets!
1. Open Wireshark.
2. From the main drop-down menu, select Capture and then Interfaces. You should see a
dialog listing the various interfaces that can be used to capture packets, along with their IP
addresses.
3. Choose the interface you wish to use, as shown in Figure-3, and click Start, or simply click
the interface under the Interface List section of the welcome page. Data should begin filling
the window.
4. Wait about a minute or so, and when you are ready to stop the capture and view your data,
click the Stop button from the Capture drop-down menu.

Once you have completed these steps and finished the capture process, the Wireshark main
window should be alive with data. As a matter of fact, you might be overwhelmed by the amount
of data that appears, but it will all start to make sense very quickly as we break down the main
window of Wireshark one piece at a time.

2.7 Wireshark’s Main Window
You’ll spend most of your time in the Wireshark main window. This is where all of the packets
you capture are displayed and broken down into a more understandable format. Using the packet
capture you just made, let’s take a look at Wireshark’s main window, as shown in Figure-4.
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Figure-4: The Wireshark main window uses a three-pane design.
The three panes in the main window depend on one another. In order to view the details of an
individual packet in the Packet Details pane, you must first select that packet by clicking it in the
Packet List pane. Once you’ve selected your packet, you can see the bytes that correspond with a
certain portion of the packet in the Packet Bytes pane when you click that portion of the packet in
the Packet Details pane.
Here’s what each pane contains:
Packet List: The top pane displays a table containing all packets in the current capture file. It has
columns containing the packet number, the relative time the packet was captured, the source and
destination of the packet, the packet’s protocol, and some general information found in the packet.
Packet Details: The middle pane contains a hierarchical display of information about a single
packet. This display can be collapsed and expanded to show all of the information collected about
an individual packet.
Packet Bytes: The lower pane perhaps the most confusing displays a packet in its raw, unprocessed
form; that is, it shows what the packet looks like as it travels across the wire. This is raw
information with nothing warm or fuzzy to make it easier to follow.

2.8 Wireshark Preferences
Wireshark has several preferences that can be customized to meet your needs. To access
Wireshark’s preferences, select Edit from the main drop-down menu and click Preferences. You’ll
see the Preferences dialog, which contains several customizable options, as shown in Figure-5.
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Wireshark’s preferences are divided into six major sections:
1. User Interface: These preferences determine how Wireshark presents data. You can
change most options here according to your personal preferences, including whether or not
to save window positions, the layout of the three main panes, the placement of the scroll
bar, the placement of the Packet List pane columns, the fonts used to display the captured
data, and the background and foreground colors.
2. Capture These preferences allow you to specify options related to the way packets are
captured, including your default capture interface, whether to use promiscuous mode by
default, and whether to update the Packet List pane in real time.
3. Printing The preferences in this section allow you to specify various options related to the
way Wireshark prints your data.
4. Name Resolution Through these preferences, you can activate features of Wireshark that
allow it to resolve addresses into more recognizable names (including MAC, network, and
transport name resolution) and specify the maximum number of concurrent name
resolution requests.
5. Statistics This section provides a few configurable options for Wireshark’s statistical
features.
6. Protocols The preferences in this section allow you to manipulate options related to the
capture and display of the various packets Wireshark is capable of decoding. Not every
protocol has configurable preferences, but some have several options that can be changed.
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These options are best left at their defaults unless you have a specific reason to change
them.

2.9 Packet Color Coding
If you are anything like me, you may enjoy shiny objects and pretty colors. If that is the case, you
probably got excited when you saw all those different colors in the Packet List pane, as in the
example in Figure-6 (well, the figure is in black and white, but you get the idea). It may seem as
if these colors are randomly assigned to each individual packet, but this is not the case.

Each packet is displayed as a certain color for a reason. These colors reflect the packet’s protocol.
For example, all DNS traffic is blue, and all HTTP traffic is green. The color coding allows you to
quickly differentiate between various protocols so that you don’t need to read the protocol field in
the Packet List pane for each individual packet. You will find that this greatly speeds up the time
it takes to browse through large capture files.
Wireshark makes it easy to see which colors are assigned to each protocol through the Coloring
Rules window, shown in Figure-7. To open this window, select View from the main drop-down
menu and click Coloring Rules.
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Figure-7: The Coloring Rules window allows you to view and modify the coloring of packets.
You can define your own coloring rules and modify existing ones. For example, to change the
color used as the background for HTTP traffic from the default green to lavender, follow these
steps:
1.
2.
3.
4.
5.
6.

Open Wireshark and access the Coloring Rules window (View - Coloring Rules).
Find the HTTP coloring rule in the coloring rules list and select it by clicking it once.
Click the Edit button. You’ll see the Edit Color Filter dialog, as shown in Figure-8.
Click the Background Color button.
Select the color you wish to use on the color wheel, and then click OK.
Click OK twice more to accept the changes and return to the main window. The main
window should then reload itself to reflect the updated color scheme.
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As you work with Wireshark on your network, you will begin to notice that you deal with certain
protocols more than others. Here’s where color-coded packets can make your life a lot easier. For
example, if you think that there is a rogue DHCP server on your network handing out IP leases,
you could simply modify the coloring rule for the DHCP protocol so that it shows up in bright
yellow (or some other easily identifiable color). This would allow you to pick out all DHCP traffic
much more quickly, and make your packet analysis more efficient. These coloring rules can also
be further extended by creating them based on your own custom filters.
Now that you have Wireshark up and running, you’re ready to do some packet analysis.

ODISHA STATE OPEN UNIVERSITY

19

Experiment-3
Aim: Study of working with captured packets.
3.0 Learning Objective
At the end of the session you will be able to




work with capture files, packets, and time-display formats
also cover more advanced options for capturing packets and dive into the world of filters.
save your capture files to be analyzed later. You can also merge multiple capture files.

3.1 Working with Capture Files
As you perform packet analysis, you will find that a good portion of the analysis you do will
happen after your capture. Usually, you will perform several captures at various times, save them,
and analyze them all at once. Therefore, Wireshark allows you to save your capture files to be
analyzed later. You can also merge multiple capture files.

3.2 Saving and Exporting Capture Files
To save a packet capture, select
File - Save As. You should see the
Save File As dialog, as shown in
Figure-1. You’re asked for a
location to save your packet
capture and for the file format you
wish to use. If you do not specify a
file format, Wireshark will use the
default. pcap file format.
One of the more powerful features
of the Save File As dialog is the
ability to save a specific packet
range. This is a great way to thin
bloated packet capture files. You
can choose to save only packets in
a specific number range, marked
packets, or packets visible as the
result of a display filter (marked
packets and filters are discussed
later in this chapter).
You can export your Wireshark
capture data into several different
formats for viewing in other media or for importing into other packet-analysis tools. Formats
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include plaintext, PostScript, comma-separated values (CSV), and XML. To export your packet
capture, choose File - Export, and then select the format for the exported file. You will see a Save
As dialog containing options related to that specific format.

3.3 Merging Capture Files
Certain types of analysis require the ability to merge multiple capture files. This is a common
practice when comparing two data streams or combining streams of the same traffic that were
captured separately.
To merge capture files, open one of the capture files you want to merge and choose File - Merge
to bring up the Merge with Capture File dialog, shown in Figure-2. Select the new file you wish
to merge into the already open file, and then select the method to use for merging the files. You
can prepend the selected file to the currently open one, append it, or merge the files chronologically
based on their timestamps.
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3.4 Working with Packets
You will eventually encounter situations involving a very large number of packets. As the number
of these packets grows into the thousands and even millions, you will need to be able to navigate
through packets more efficiently. For this purpose, Wireshark allows you to find and mark packets
that match certain criteria. You can also print packets for easy reference.

3.5 Finding Packets
To find packets that match particular criteria, open the Find Packet dialog, shown in Figure-3, by
pressing CTRL-F.

This dialog offers three options for finding packets:




The Display filter option allows you to enter an expression based filter that will find only
those packets that satisfy that expression.
The Hex value option searches for packets with a hexadecimal (with bytes separated by
colons) value you specify.
The String option searches for packets with a text string you specify.

Table-1 shows examples of these search types.
Other options include the ability to select the window
in which you want to search, the character set to use,
and the search direction. You can extend the capability
of your string searches by specifying the pane the
search is per-formed in, setting the character set used,
and making the search case sensitive.
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Once you’ve made your selections, enter your search criteria in the text box, and click Find to find
the first packet that meets your criteria. To find the next matching packet, press CTRL-N; find the
previous matching packet by pressing CTRL-B.

3.6 Marking Packets
After you have found the packets that match your criteria, you can mark those of particular interest.
For example, you may want to mark packets to be able to save those packets separately or to find
them quickly based on the col-oration. Marked packets stand out with a black background and
white text, as shown in Figure-4. (You can also sort out only marked packets when saving packet
captures.)
To mark a packet, right-click it in the Packet List pane and choose Mark Packet from the pop-up
or click a packet in the Packet List pane and press CTRL-M. To unmark a packet, toggle this
setting off using CTRL-M again. You can mark as many packets as you wish in a capture. To jump
forward and backward between marked packets, press SHIFT-CTRL-N and SHIFT-CTRL-B,
respectively.

3.7 Printing Packets
Although most analysis will take
place on the computer screen,
you may need to print captured
data. I often print out packets and
tape them to my desk so that I can
quickly reference their contents
while doing other analysis. Being
able to print packets to a PDF file
is
also
very
convenient,
especially
when
preparing
reports.
To print captured packets, open
the Print dialog by choosing File
- Print from the main menu. You
will see the Print dialog, as shown
in Figure-5.
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You can print the selected data as plaintext or PostScript, or to an output file. As with the Save
File As dialog, you can print a specific packet range, marked packets only, or packets displayed as
the result of a filter. You can also select which of Wireshark’s three main panes to print for each
packet. Once you have selected the options, click Print.

3.8 Setting Time Display Formats and References
Time is of the essence especially in packet analysis. Everything that happens on a network is time
sensitive, and you will need to examine trends and network latency in nearly every capture file.
Wireshark recognizes the importance of time and supplies several configurable options relating to
it. In this section, we’ll look at time display formats and references.

3.9 Time Display Formats
Each packet that Wireshark captures is given a timestamp, which is applied to the packet by the
operating system. Wireshark can show the absolute timestamp indicating the exact moment when
the packet was captured, as well as the time in relation to the last captured packet and the beginning
and end of the capture.
The options related to the time display are found under the View heading on the main menu. The
Time Display Format section, shown in Figure-6, lets you configure the presentation format as
well as the precision of the time display. The presentation format option lets you choose various
options for time display. The precision options allow you to set the time display precision to
automatic or to a manual setting, such as seconds, milliseconds, micro-seconds, and so on.

3.10 Packet Time Referencing
Packet time referencing allows you to configure a certain packet so that all subsequent time
calculations are done in relation to that specific packet. This feature is particularly handy when
you are examining a series of sequential events that are triggered somewhere other than the start
of the capture file.
To set a time reference to a certain packet, select the reference packet in the Packet List pane, and
then choose Edit - Set Time Reference from the main menu. To remove a time reference from a
certain packet, select the packet and toggle off the Edit - Set Time Reference setting.
When you enable a time reference on a particular packet, the Time column in the Packet List pane
will display *REF*, as shown in Figure-7.
Setting a packet time reference is useful only when the time display for-mat of a capture is set to
display the time in relation to the beginning of the capture. Any other setting will produce no
usable results and will create a set of times that can be very confusing.
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3.11 Setting Capture Options
Wireshark offers quite a few more capture options in the Capture Options dialog, shown in Figure8. To open this dialog, choose Capture - Interfaces and click the Options button next to the interface
on which you want to capture packets.
The Capture Options dialog has more bells and whistles than you can shake a stick at, all designed
to give you more flexibility while capturing packets. It’s divided into Capture, Capture Files, Stop
Capture, Display Options, and Name Resolution sections, out of which only capture setting
discussed here.
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3.12 Capture Settings
The Interface drop-down list in the Capture section is where you can select the network interface
to configure. The left drop-down list allows you to specify whether the interface is local or remote,
and the right drop-down list shows all available capture interfaces. The IP address of the interface
you have selected is displayed directly below this drop-down list.

The three checkboxes on the left side of the dialog box allow you to enable or disable promiscuous
mode (always enabled by default), capture packets in the currently experimental pcap-ng format,
and limit the size of each capture packet by bytes.
The buttons on the right side of the Capture section let you access wire-less and remote settings
(as applicable). Beneath those is the buffer size option, which is available only on systems running
Microsoft Windows. You can specify the amount of capture packet data that is stored in the kernel
buffer before it is written to disk. (This is a value you won’t normally modify unless you begin
noticing that you are dropping a lot of packets.)
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Experiment-4
Aim: Study of advanced Wireshark features.
4.0 Learning Objective
At the end of the session you will be able to



delve into its analysis and graphing capabilities.
Gain knowledge regarding some of these powerful features including the Endpoints and
Conversations windows, the finer points of name resolution, protocol dissection, stream
following, IO graphing, and more.

4.1 Network Endpoints and Conversations
In order for network communication to take place, you must have data flowing between at least
two devices. An endpoint is a device that sends or receives data on the network. For instance, there
are two endpoints in TCP/IP communication: the IP addresses of the systems sending and receiving
data, such as 192.168.1.25 and 192.168.1.30.
For example, on layer 2, the communication takes place between two physical NICs and their
MAC addresses. If the NICs sending and receiving data have addresses of 00:ff:ac:ce:0b:de and
00:ff:ac:e0:dc:0f, those addresses are the endpoints of communication, as you can see in Figure-1.
A conversation on a network, like a conversation between two people, describes the
communication that takes place between two hosts (endpoints). For example, Jim and Sally’s
conversation might consist of, “Hey, how are you?” “I’m great! Yourself?” and “Couldn’t be
better!” A conversation between 192.168.1.5 and 192.168.0.8 might look like “SYN,”
“SYN/ACK,” and “ACK.”
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4.2 Viewing Endpoints
When analyzing traffic, you may find that you can pinpoint a problem to a specific endpoint on a
network. Wireshark’s Endpoints window (Statistics - Endpoints) shows several helpful statistics
for each endpoint (see Figure-2), including the addresses and the number of packets and bytes
transmitted and received by each.
The tabs at the top of the window show all supported and recognized endpoints in the current
capture file. To narrow the list of endpoints to specific protocols, click a tab. Check the Name
resolution checkbox to use name resolution within the Endpoints window.
You can use the Endpoints window to filter out specific packets for display in the Packet List pane.
Right-click a specific endpoint to see several options, including the ability to create a filter to
display only traffic related to this endpoint or all traffic excluding the selected endpoint.

4.3 Viewing Network Conversations
The Wireshark Conversations window (Statistics - Conversations), shown in Figure-3, displays
the addresses of the endpoints involved in the conversation listed as Address A and Address B,
and the packets and bytes transmitted to and from each device. The conversations listed in this
window are divided by the protocol they use, which can be selected via the tabs at the top of the
window. Right-clicking a specific conversation allows you to create filters that may be useful, such
as displaying all traffic transmitted from device A, all traffic received by device B, or all traffic
communicated between devices A and B.
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4.4 Troubleshooting with the Endpoints and Conversations Windows
The Endpoints and Conversations windows are crucial in network troubleshooting, especially
when you’re trying to locate the source of a significant amount of traffic on the network or
determine which one of your servers is talking the most.
For example, when you open the file lotsofweb.pcap, you will see a lot of HTTP traffic
representing multiple clients browsing the Internet. If you start by viewing the Endpoints window,
you can immediately draw some conclusions about the traffic you are viewing.
Looking at the IPv4 tab (see Figure-4), you see that your first address when sorting by bytes is the
local 172.16.16.128 address, meaning this device on your network is the top talker (host
responsible for the most communication) among your data set. The second address of
74.125.103.163 is a non-local address, so at this point, you can assume that you have one client
talking to this IP address a lot, or that multiple clients are talking to it a moderate amount. A quick
WHOIS (http://whois.arin.net/ui/) tells you that this IP address belongs to Google, and perusing
the packets will identify this as YouTube traffic. Given this information, would it be safe to assume
that your top communicating endpoints comprise your largest conversation? If you now open the
Conversations window and go to the IPv4 tab, you can indeed verify this by sorting the list by
bytes. In this view, you can see that the traffic is consistent with a video download, because the
number of bytes transmitted from Address A (74.125.103.163) greatly outnumbers the number of
bytes transmitted from Address B (172.16.16.128) (see Figure-5).
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You will see how to use the Endpoints and Conversations windows in practical scenarios later in
this book.

4.5 Protocol Hierarchy Statistics
When dealing with extremely large capture files, you sometimes need to determine the distribution
of protocols in the file—that is, what percentage of a capture is TCP, IP, DHCP, and so on. Rather
than counting each packet and totaling the results, you can use Wireshark’s Protocol Hierarchy
Statistics window, which is a great way to benchmark your network. For instance, if you know
that 10 percent of your network traffic is usually made up of ARP traffic, and one day you take a
capture that is 50 percent ARP traffic, then you know something might be wrong.
With the lotsofweb.pcap file still open, open the Protocol Hierarchy Statistics window (shown in
Figure-6) by choosing Statistics - Protocol Hierarchy. Notice that not all totals add up to exactly
100 percent. Because many of the packets contain multiple protocols from various layers, the count
of each protocol as compared to each packet may be off. Nevertheless, you will still get an accurate
view of the distribution of protocols in the capture file.
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The Protocol Hierarchy Statistics window is often one of the first windows you look at when
examining traffic. It really gives you a good snapshot of the type of activity occurring on a network.
As you begin to look at more traffic, you will eventually be able to profile the users and devices
on a network just by looking at the distribution of protocols in use. I’ve found that simply by
looking at traffic from a network segment, I can often immediately identify the network segment
as belonging to the IT department due to the presence of administrative protocols such as ICMP
or SNMP, or to the order fulfillment department due to the high volume of SMTP traffic, or even
to that pesky new intern in the corner with his World of Warcraft traffic!

4.6 Name Resolution
Network data is transported via various alphanumeric addressing systems that are often too long
or complicated to remember, such as the physical hardware address 00:16:CE:6E:8B:24. Name
resolution (also called name lookup) is the process a protocol uses to convert one identifying
address into another. For example, while a computer might have the physical MAC address
00:16:CE:6E:8B:24, the DNS and ARP protocols allow us to see its name as Marketing2.domain.com. By associating easy-to-read names with these cryptic addresses, we make them
easier to remember and identify.

4.6.1 Enabling Name Resolution
To enable name resolution, open the Capture Options dialog by choosing Capture - Options. As
shown in Figure-7, three types of name resolution are available in Wireshark:
MAC name resolution This type
of name resolution uses the ARP
protocol to attempt to convert
layer 2 MAC addresses, such as
00:09:5B:01:02:03, into layer 3
addresses, such as 10.100.12.1.
If attempts at these conversions
fail, Wireshark will use the ethers file in its program directory to attempt conversion. Wireshark’s
last resort is to convert the first 3 bytes of the MAC address into the device’s IEEE-specified
manufacturer name, such as Netgear_01:02:03.
Network name resolution This type of name resolution attempts to convert a layer 3 address, such
as the IP address 192.168.1.50, into an easy-to-read DNS name such as
MarketingPC1.domain.com.
Transport name resolution This type of name resolution attempts to convert a port number into a
name associated with it. An example of this would be to display port 80 as http.
You can leverage the various name resolution tools to make your capture files more readable and
to save a lot of time in certain situations. For example, you can use DNS name resolution to help
readily identify the name of a computer you are trying to pinpoint as the source of a particular
packet.
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4.6.2 Potential Drawbacks to Name Resolution:
Given its benefits, using name resolution may seem like a no-brainer, but there are some potential
drawbacks, including the following:







Name resolution can fail, typically because the name is unknown by the name server the
query was sent to.
Name resolution must take place every time you open a specific capture file because this
information is not saved in the file. This means that if the servers that a file’s name
resolution depends on are not available, name resolution will fail.
The dependence on DNS may cause additional packets to be generated. The resulting
traffic to resolve all DNS-based addresses will cloud your capture file. It’s typically a rule
of thumb that you don’t want to see your own traffic on the wire when analyzing another
issue.
Name resolution requires additional processing overhead. If you are dealing with a very
large capture file and are running low on memory, you may want to forgo the name
resolution feature in order to conserve system resources.

4.7 Protocol Dissection
A protocol dissector allows Wireshark to break down a protocol into various sections so that it can
be analyzed. For example, the ICMP protocol dissector allows Wireshark to take the raw data off
the wire and format it as an ICMP packet.
You can think of a dissector as the translator between the raw data flowing across the wire and the
Wireshark program. In order for a protocol to be supported by Wireshark, it must have a dissector
built into it (or you can write your own in C or Python).
Wireshark uses several dissectors in unison to interpret each packet. It determines which dissectors
to use by using its programmed logic and making a well-educated guess.

4.8 Changing the Dissector
Unfortunately, Wireshark does not always make the right choices when selecting the dissector to
use on a packet. This is especially true when it is using a protocol on the network in a nonstandard
configuration, such as a nondefault port (which is often configured by network administrators as a
security precaution or by employees trying to circumvent access controls). Luckily, we can change
the way Wireshark implements certain dissectors.
For example, open the trace file wrongdissector.pcap. Notice that this file contains a bunch of SSL
communication between two computers. SSL is the Secure Socket Layer protocol, which is used
for secure encrypted communication between hosts. Under most normal circumstances, viewing
SSL traffic in Wireshark won’t yield much usable information due to its encrypted nature.
However, there is something definitely wrong here. If you peruse the contents of several of these
packets by clicking them and examining the Packet Bytes pane, you will quickly find plaintext
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traffic. In fact, if you look at packet 4, you will find mention of the FileZilla FTP server application.
The next few packets clearly display a request and response for both a username and a password.
If this were actually SSL traffic, you wouldn’t be able to read any of the data contained in the
packets, and you certainly wouldn’t see all usernames and passwords transmitted in the clear (see
Figure-8). Given the information that is shown here, it is safe to assume that this is probably FTP
traffic, rather than SSL traffic. This is most likely because this FTP traffic is using port 443, which
is the standard port used for HTTPS (HTTP over SSL).

To fix this problem, you can force Wireshark to use the FTP protocol dissector on these packets,
a process referred to as a forced decode. To perform this process:





Right-click one of the SSL packets and select Decode As. This will bring up a dialog in
which you can select the dissector you wish to use.
Tell Wireshark to decode all TCP
source port 443 traffic using the FTP
dissector by selecting destination
(443) from the drop-down menu, and
then selecting FTP under the
Transport tab (see Figure-9).
Once you have made your selections,
click OK to see the changes
immediately applied to the capture
file. You should see the data nicely
decoded so that you can analyze it
from the Packet List pane without
needing to dig deep into its individual
bytes.

WARNING: The changes, you make when creating a forced decode are not saved when you save
the capture file and close Wireshark. You must re-create your forced decodes every time you open
the capture file.
You can use the forced decode feature multiple times within the same capture file. Because it can
be hard to keep track of the forced decodes you have applied when you use more than one in a
capture file, Wireshark does this for you. From the Decode As dialog, you can click the Show
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Current button to display all of the forced decodes you have created so far (see Figure-10). You
can also clear them by clicking the Clear button.

4.9 Following TCP Streams
(http_google.pcap) One of Wireshark’s most satisfying analysis features is its ability to reassemble
TCP streams into an easily readable format. Rather than viewing data being sent from client to
server in a bunch of small chunks, the Follow TCP Stream feature sorts the data to make it easier
to view. This comes in handy when viewing plaintext application layer protocols such as HTTP,
FTP, and so on.
For example, let’s consider a simple HTTP transaction. Open the file http_google.pcap. Click any
of the TCP or HTTP packets in the file, right-click the file, and choose Follow TCP Stream. This
will bring up the TCP stream in a separate window (see Figure-11).
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Notice that the text displayed in this window is in two colors. The red text is used to signify traffic
from the source to the destination, and the blue text is used to identify traffic in the opposite
direction, from the destination to the source. The color relates to which side initiated the
communication. For instance, in our example, the client initiated the connection to the web server,
so it is displayed in red.
Given this TCP stream, you can clearly see a great majority of the communication between these
two hosts. This communication begins with an initial GET request for the web root director (/) and
a response from the server that the request was successful in the form of an HTTP/1.1 200 OK. A
similar pattern is repeated throughout the stream as individual files are requested by the client and
the server responds with them. You are seeing a user browsing to the Google home page. You’re
actually seeing what the end user is seeing, but from the inside out.
In addition to viewing the raw data in this window, you can also search within the text, save it as
a file, print it, or choose to view the data in ASCII, EBCDIC, hex, or C array format. These options
can be found at the bottom of the Follow TCP Stream window.
Following TCP streams will become your best friend when dealing with certain protocols.
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4.10 Packet Lengths
(download-slow.pcap) The size of a single packet or group of packets can tell you a lot about a
situation.
Under
normal
circumstances, the maximum size
of a frame on an Ethernet network
is 1,518 bytes. When you subtract
the Ethernet, IP, and TCP headers
from this number, that leaves you
with 1,460 bytes that can be used
for the transmission of a layer 7
protocol header or data. With that
knowledge, you can begin to use
the distribution of packet lengths in
a capture to make some educated
guesses about the traffic.
Opening the file downloadslow.pcap will provide a great
example of this. Once the file is
opened, select Statistics - Packet
Lengths and click Create Stat. The
result is the window shown in
Figure-12.
It has highlighted the section showing statistics for packets ranging from 1,280 to 2,559 bytes in
size. Larger packets such as these typically indicate the transfer of data, whereas smaller packets
indicate protocol control sequences. In this case, we have a fairly large percentage of large packets
(66.43 percent). Without even seeing the packets in the file, we can conclude that the capture file
contains one or multiple transfers of data. This could be in the form of an HTTP download, an FTP
upload, or any other type of network communication where data is transferred between hosts.
Most of the remaining packets (33.44 percent) are in the 40 to 79 bytes range. Packets in this range
are usually TCP control packets that don’t carry data. Let’s consider the typical size of protocol
headers. The Ethernet header is 14 bytes (plus a 4-byte CRC), the IP header is a minimum of 20
bytes, and a TCP packet with no data or options is also 20 bytes. This means that standard TCP
control packets—such as SYN, ACK, RST, and FIN packets—will be around 54 bytes in size and
fall in this range. Of course, the addition of IP or TCP options will increase this size.
Examining packet lengths is a great way to get a bird’s-eye view of a capture. If there are a lot of
large packets, it may be safe to assume that data is being transferred. If the majority of packets are
small, you may assume that the capture consists of protocol control commands, without a great
deal of data being passed. These are not hard-and-fast rules, but making such assumptions is
sometimes safe before taking on deeper analysis.
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4.11 Graphing
Graphs are the bread and butter of analysis, and one of the best ways to get an overview of a data
set. Wireshark includes a few different graphing features to assist in understanding capture data,
the first of which is its IO graphing capabilities.
Wireshark’s IO Graphs window allows you to graph the throughput of data on a network. You can
use such graphs to find spikes and lulls in data throughput, discover performance lags in individual
protocols, and to compare simultaneous data streams.
To view an example of the IO graph of a computer as it downloads a file from the Internet, open
download-fast.pcap. Click any TCP packet to highlight it, and then select Statistics - IO Graphs.
The IO Graphs window shows a graphical view of the flow of data over the course of the capture
file. In the example in Figure-13, you can see that the download that this graph represents averages
around 500 packets per tick and stays somewhat consistent throughout its course, tapering off at
the end.
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Let’s compare this to an example of a slower download. Leave the current file open, open another
instance of Wireshark, and open download-slow.pcap. Bring up the IO graph of this download,
and you will see a much different story, as shown in Figure-14.

This download has a transfer rate of between 0 and 100 packets per second, and is far from
consistent, sometimes even momentarily nearing 0 packets per second. You can see these
inconsistencies more clearly if you place the IO graphs of the two files next to each other (see
Figure -15). Notice the configurable options at the bottom of this window. You can create up to
five unique filters (using the same syntax as a display or capture filter, as discussed in Chapters 6
and 7) and specify display colors for those filters. For instance, you could create filters to show
ARP and DHCP traffic, and display the lines on the graph in red and blue so that you can more
easily differentiate the throughput trends between these two protocol types.
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4.12 Expert Information
The dissectors for each protocol in Wireshark define expert info that can be used to alert you about
particular states within a packet using that protocol.
These states are separated into four categories:





Chat Basic information about the communication.
Note Unusual packets that may be part of normal communication.
Warning Unusual packets that are most likely not a part of normal communication.
Error An error in a packet or the dissector interpreting it For example, open the file
download-slow.pcap. Then click Analyze, and select Expert Info Composite to bring up
the Expert Infos window for this capture file (see Figure-16).
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Notice that the window has tabs for each classification of information, and that there are no errors,
3 warnings, 18 notes, and 3 chats. On the tabs, the number not inside parentheses indicate the
number of unique messages, and the number inside parentheses is the total of occurrences for that
category.
All of the messages within this capture file are TCP-related, simply because the expert information
system hasn’t really been implemented for any other protocols as of this writing. At this time, there
are 14 expert info messages configured for TCP, and they are quite useful when troubleshooting
capture files. These messages will flag an individual packet when it meets certain criteria, as listed
here:







Chat messages: Window Update Sent by a receiver to notify a sender that the size of the
TCP receive window has changed.
Note messages: TCP Retransmission Result of packet loss. Occurs when a duplicate ACK
is received or the retransmission timer of a packet expires.
o Duplicate ACK When a host doesn’t receive the next sequence number it is
expecting, it generates a duplicate ACK of the last data it received.
o Zero Window Probe Used to monitor the status of the TCP receive window after a
zero window packet has been transmitted.
o Keep Alive ACK Sent in response to keep-alive packets.
o Zero Window Probe ACK Sent in response to zero-window-probe packets.
o Window is Full Used to notify a transmitting host that the receiver’s TCP receive
window is full.
Warning messages: Previous Segment Lost Indicates packet loss. Occurs when an
expected sequence number in a data stream is skipped.
o ACKed Lost Packet Occurs when an ACK packet is seen but the packet it is
acknowledging is not.
o Keep Alive Triggered when a connection keep-alive packet is seen.
o Zero Window Seen when the size of the TCP receive window is reached and a zero
window notice is sent out, requesting the sender to stop sending data.
o Out-of-Order Utilizes sequence numbers to detect when packets are received out of
sequence.
o Fast Retransmission A retransmission that occurs within 20 milli-seconds of a
duplicate ACK.
Error messages: No Error Messages
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EXPERIMENT-5
Aim: Study of security packet analysis & reporting techniques.
5.0 Learning Objective
At the end of the session you will be able to



understand the way of scanning and filtering of packets.
find a fast method of identifying which ports are open or closed.

5.1 Introduction
Here this manual focuses on using packet analysis for network troubleshooting, a considerable
amount of real-world packet analysis is done for security purposes. This could be the job of an
intrusion analyst reviewing network traffic from potential intruders, or of a forensic investigator
attempting to ascertain the extent of a malware infection on a compromised host.

5.2 Reconnaissance
The first step that an attacker takes is to perform in depth research on the target system. This step,
commonly referred to as Footprinting, is often accomplished using various publicly available
resources, such as the target company’s website or Google. Once this research is completed, the
attacker will typically begin scanning the IP address (or DNS name) of its target for open ports or
running services.
This scanning allows the attacker to determine whether the target is alive and reachable. For
example, consider a scenario in which a bank robber is planning to steal from the largest bank in
the city, located at 123 Main Street. He spends weeks planning an elaborate heist, only to find out
upon arrival at the address that the bank has moved to 555 Vine Street. Worse yet, imagine a
scenario in which the robber plans on walking into the bank during normal business hours,
intending to steal from the vault, only to get to the bank and discover it is closed that day. Ensuring
the target is alive and accessible is the first hurdle that must be crossed.
Another important result of scanning is that it tells the attacker on which ports the target is
listening. Returning to our bank robber analogy, consider what would happen if the robber showed
up at the bank with absolutely no knowledge of the building’s physical layout. He would have no
idea of how to gain access to the building, because he wouldn’t know the weak points in its
physical security.

5.2.1 SYN Scan
The type of scanning often done first against a system is a TCP SYN scan, also known as a stealth
scan or a half-open scan. A SYN scan is the most common type for several reasons:



It is very fast and reliable.
It is accurate on all platforms, regardless of TCP stack implementation.
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It is less noisy than other scanning techniques.
The TCP SYN scan relies on the three-way handshake process to deter mine which ports
are open on a target host. The
attacker sends a TCP SYN
packet to a range of ports on the
victim, as if trying to establish
a
channel
for
normal
communication on the ports.
Once this packet is received by
the victim, one of a few things
may happen, as shown in
Figure-1.
If a service on the victim’s
machine is listening on a port
that receives the SYN packet, it
will reply to the attacker with a
TCP SYN/ACK packet, the
second part of the TCP
handshake. Then the attacker knows that port is open and a service is listening on it. Under
normal circumstances, a final TCP ACK would be sent in order to complete the connection
handshake, but in this case, the attacker doesn’t want that to happen, since he will not be
communicating with the host further at this point. So, the attacker doesn’t attempt to
complete the TCP handshake.
If no service is listening on a scanned port, the attacker will not receive a SYN/ACK.
Depending on the configuration of the victim’s operating system the attacker could receive
an RST packet in return, indicating that the port is closed. Alternatively, the attacker may
receive no response at all. That could mean that the port is filtered by an intermediate
device, such as a firewall or the host itself. On the other hand, it could just be that the
response was lost in transit. This result typically indicates that the port is closed, but it’s
ultimately inconclusive.
The file synscan.pcap provides a great example of a SYN scan performed with the NMAP
tool. NMAP is a robust network-scanning application developed by Fyodor. It can perform
just about any kind of scan you can imagine. You can download NMAP for free from
http://www.nmap.com/download.html.
Our sample capture contains roughly 2,000 packets, which tells us that this scan is
reasonably sized. One of the best ways to ascertain the scope of a scan of this nature is to
view the Conversations window, as shown in Figure-2. There, you should see only one
IPv4 conversation 1. between the attacker (172.16.0.8) and the victim (63.13.134.52). You
will also see that there are 1,994 TCP conversations between these two hosts 2. basically,
a new conversation for every port pairing involved in the communications.
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The scanning is occurring very quickly, so scrolling through the capture file is not the best way to
find the response associated with each initial SYN packet. Several more packets might be sent
before a response to the original packet is received. Fortunately, we can create filters to help us
find the right traffic.

5.2.2 Using Filters with SYN Scans
As an example of filtering, let’s consider the first packet, which is a SYN packet sent to the victim
on port 443 (HTTPS). To see if there was a response to this packet, we can create a filter to show
all traffic to and from port 443. Here’s how to do this quickly:





Select the first packet in the capture file.
Expand the TCP header in the Packet Details pane.
Right-click the Destination Port field, select Prepare as Filter, and click Selected.
This will place a filter in the filter dialog for all packets with the destination port of 443.
Now, because we also want all packets from the source port 443, click in the filter dialog
at the top of the screen and erase the dst portion of the filter.

The resulting filter will yield two packets, which are both TCP SYN packets sent from attacker to
victim, as shown in Figure-3.
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Since there is no response to either of these packets, it’s possible that the response is being filtered
by the victim host or an intermediary device, or that the port is closed. Ultimately, the result of the
scan against port 443 is inconclusive.
We can attempt this same technique on another packet to see if we get different results. To do so,
first clear the previously created filter by clicking the Clear button next to the filter area. Then
select the ninth packet in the list. This is a SYN packet to port 53, commonly associated with DNS.
Using the method outlined in the previous steps, create a filter based on the destination port and
erase the dst portion of the filter so that it applies to all TCP port 53 traffic. When you apply this
filter, you should see five packets, as shown in Figure-4.

The first of these packets is the SYN we selected at the beginning of the capture. The second is an
actual response from the victim. It’s a TCP SYN/ACK—the response expected when setting up
the three-way hand-shake. Under normal circumstances, the next packet would be an ACK from
the host that sent the initial SYN. However, in this case, our attacker doesn’t want to complete the
connection and doesn’t send a response. As a result, the victim retransmits the SYN/ACK three
more times before giving up. Since a SYN/ACK response is received when attempting to
communicate with the host on port 53, it’s safe to assume that a service is listening on that port.
Let’s rinse and repeat this process one more time for packet 13. This is a SYN packet sent to port
113, which is commonly associated with the Ident protocol, often used for IRC identification and
authentication services. If you apply the same type of filter to the port listed in this packet, you
will see four packets, as shown in Figure-5.

The first packet is the initial SYN, which is followed immediately by a RST from the victim.
This is an indication that the victim is not accepting connections on the targeted port, and that a
service is most likely not running on it.

5.3 Identifying Open and Closed Ports
After understanding the different types of response, a SYN scan can elicit, the next logical thought
is to find a fast method of identifying which ports are open or closed. The answer lies within the
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Conversations window once again. In this window, you can sort the TCP conversations by packet
number, with the highest values at the top by clicking the Packets column twice, as shown in
Figure-6.

Three scanned ports include five packets in each of their conversations 1. We know that ports 53,
80, and 22 are open, because these five packets represent the initial SYN, the corresponding
SYN/ACK, and the retransmitted SYN/ACKs from the victim.
For five ports, only two packets were involved in the communication 2. The first is the initial SYN,
and the second is the RST from the victim. This indicates that ports 113, 25, 31337, 113, and 70
are closed.
The remaining entries in the Conversations window include only one packet, meaning that the
victim host never responded to the initial SYN. These remaining ports are most likely closed, but
we’re not sure.
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EXPERIMENT-6
Aim: The study of Operating System Fingerprinting.
6.0 Learning Objective
At the end of the session you will be able to


examine certain fields within packets sent from the target in order to determine the
operating system in use.

6.1 Introduction
An attacker puts a great deal of value on knowing his target’s operating system. Knowledge of the
operating system in use ensures that all of the attack methods employed by the attacker are
configured correctly for that system. This also allows the attacker to know the location of certain
critical files and directories within the target file system, should he actually succeed in accessing
the system.
Operating system fingerprinting is the name given to a group of techniques used to determine the
operating system running on a system without actually having physical access to that system. There
are two types of operating system fingerprinting: passive and active.

6.2 Passive Fingerprinting
Using passive fingerprinting, you examine certain fields within packets sent from the target in
order to determine the operating system in use. The technique is considered passive because you
only listen to the packets the target host is sending and don’t actively send any packets to the host
yourself. This is the most ideal type of operating system fingerprinting for attackers, because it
allows them to be stealthy.
That being said, how can we determine which operating system a host is running based on nothing
but the packets it sends? Well, this is actually pretty easy and is made possible by the lack of
specificity in the specifications defined by protocol RFCs.
Although the various fields contained in TCP, UDP, and IP headers are very specific, typically, no
default values are defined for these fields. This means that the TCP/IP stack implementation in
each operating system must define its own default values for these fields. Table-1 lists some of the
more common fields and the default values that can be used to link them to various operating
systems.
The packets contained in the file passiveosfingerprinting.pcap are great examples of this
technique. There are two packets in this file. Both are TCP SYN packets sent to port 80, but they
come from different hosts. Using only the values contained in these packets and referring to Table
10-1, we should be able to determine the operating system architecture in use on each host. The
details of each packet are shown in Figure-1.
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Using Table -1 as a reference, we can create Table -2, which is a breakdown of the relevant fields
in these packets.
Table -2: Breakdown of the Operating System Fingerprinting Packets

Based on these values, we can conclude that packet 1 was most likely sent by a device running
Windows, and packet 2 was most likely sent by a device running Linux.
Keep in mind that the list of common passive fingerprinting identifying fields in Table-1 is by no
means exhaustive. There are many quirks that may result in deviations from these expected values.
Therefore, you cannot fully rely on the results gained from passive operating system fingerprinting.
NOTE One tool that uses operating system fingerprinting techniques is p0f. This tool analyzes
relevant fields in a packet capture and outputs the suspected operating system. Using tools like
p0f, you can not only get the operating system architecture, but sometimes even the appropriate
version or patch level. You can download p0f from http://lcamtuf.coredump.cx/p0f.shtml.
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6.3 Active Fingerprinting
When passively monitoring traffic doesn’t yield the desired results, a more direct approach may
be required. This approach is called active fingerprinting. It involves the attacker actively sending
specially crafted packets to the victim in order to elicit replies that will reveal the operating system
in use on the victim’s machine. Of course, since this approach involves communicating directly
with the victim, it is not the least bit stealthy, but it can be highly effective. The file
activeosfingerprinting.pcap contains an example of an active operating system fingerprinting scan
initiated with the Nmap scanning utility. Several packets in this file are the result of Nmap sending
different probes designed to elicit responses that will allow for operating system identification.
Nmap records the responses to these probes and builds a fingerprint, which it compares to a
database of values in order to make a determination.
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